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Abstract. A new system is presented for analyzing and predicting the most
common data access patterns performed during the execution of applications.
The correct and precise functioning of the system is demonstrated though the
execution of the OO7 benchmark modeled with Monte Carlo simulations. The
results obtained show that the precision presented by the system is high. The
overheads introduced by the systems are in the order of 4%-5% slower, with
respect to the non-instrumented application. The system is flexible enough to be
applied to any application where there is a need to identify the access patterns
performed.
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1. Introduction

To perform their functions, most applications need to fetch data from external
resources (e.g., from files on disk, from a database, or from other applications in a
distributed system), which is a costly operation. Because of this high cost in fetching
data, applications that access large volumes of data must be carefully engineered to
have an acceptable performance.

The cost of fetching data from an external resource depends on a series of factors,
but, often, a good design rule is to minimize the number of round-trips made by the
application to load the data. On the other hand, we want to minimize the amount of
data fetched. Thus, ideally, to perform a given operation, we want to do a single
round-trip that fetches exactly the data that we need for the operation. A well-known
example of such optimized data-fetching approaches is the use of complex SQL
queries to retrieve data from multiple tables at once from a relational database.

Unfortunately, this ideal goal is seldom possible to achieve and is becoming harder
to come close to. The reasons are manifold.

The current state-of-the-practice is to leave to the programmers the burden of
knowing what to fetch and when to fetch it. However, as applications become more
complex and are developed with higher-level languages (such as object-oriented
programming languages), knowing beforehand which data is needed for a particular
computation becomes humanly unfeasible.



Moreover, even if the data-fetching patterns for an application are fine-tuned, these
adjustments may become useless or even counterproductive when either the
requirements for the application or the data structure change, even if slightly.

To complicate things further, many applications use caches to reduce the need to
fetch data from external resources, and, thereby, accelerate the application. The use of
these caches and their dynamic contents influence the optimal fetching strategy.

Therefore, we argue that the data-fetching strategy for an application should not be
a responsibility of the programmers. Rather, it should be determined automatically,
based on the data-access patterns that are dynamically observed for the application.

In this paper, we concentrate on the problem of determining what are the data
access patterns of an application. We describe the design and implementation of a
system that predicts the data-access patterns for a Java application. To do that, the
system captures all of the data-accesses made by the application during its execution,
and uses statistical analysis over the captured data to predict future data-accesses.

Our system was designed to integrate seamlessly with the development of a Java
application, and requires minimal effort from the programmer. Moreover, our system
is efficient both in the amount of memory that it requires and in the performance
overheads that it introduces, so that it may be used on production environments.

In the following Section, we describe in greater detail the kind of applications that
our system was designed to work with. Then, in Section 3, we describe the design and
implementation of our system, both in what regards the capturing of data-accesses and
their analysis. In Section 4, we evaluate how our system performs on a well-known
benchmark. In Section 5, we discuss related work. Finally, in Section 6, we present
the major contributions and conclusions of this work.

2. Characterizing applications and data-access patterns

Applications may access data and be developed in many different ways. Thus, even
though the techniques that we describe in this paper may have a broader applicability,
for the purposes of this presentation, we concentrate only on a certain class of
applications: object-oriented applications that access data through a domain model.
More specifically, we assume that applications compile to the Java Virtual Machine,
and that they represent the externally accessible data via a set of classes and their
corresponding fields. We chose to concentrate on this set of applications because it
includes a significant portion of the modern enterprise applications.

So, given such an application, what we need to understand now, is what its data-
access patterns are. Informally, the data-access patterns of an application tell us which
data is more often used by the application for each of its operations. Yet, this informal
definition may range from very fine-grained information (such as knowing that when
executing an operation O with arguments A, the application needs to read the slot S of
instance | of a class C), to more coarse-grained information (such as knowing that
when executing the operation O, regardless of its arguments, the application needs to
read some data from class C with a given probability and some data from class C2
with another probability), with a lot of variations in between.

Choosing one solution in this space represents a tradeoff. Using fine-grained



information has the potential of being more accurate for a given situation that was
seen before, but on the other hand it may be more difficult to predict what to do in
situations never seen before (e.g., a call to operation O with arguments B). Moreover,
storing and using such fine-grained information will necessarily introduce higher
overheads into the application.

The system that we propose uses a more coarse-grained approach, aligned with the
other end of the space. A data-access pattern in our system describes which classes
and which fields within those classes are accessed, and with which probability, for
each possible context of the application. We describe these concepts in greater detail
in the following Section.

3. Description of the system

Our system is composed of two modules: the data-acquisition module and the data-
analysis module. The data-acquisition module is responsible for collecting the
information about the data-access patterns during the execution of an application. The
data-analysis module is responsible for applying the Bayesian-updating model to the
collected data and, subsequently, for generating predictions about the future access
patterns. Each of these modules shall be discussed with greater detail in the following
sections.

3.1  Data Acquisition

As we saw, the data-access patterns for an application describe which kind of domain
objects and which of their fields are accessed during the execution of the application.
So, to capture these patterns, we need to identify all the points where data is accessed
within the application and instrument them to register those accesses during the
execution of the application.

Our system performs this instrumentation at compile-time via bytecode rewriting.
Thus, the system performs all the necessary modifications to the target application in
an automatic way, without the intervention of the programmer. The modifications are
achieved through two instrumentation phases, both of which make use of the
Javassist! library to inject the code.

The first instrumentation phase injects the code necessary for the identification of
the contexts within which all data-accesses take place. The context is a key concept in
our system. It corresponds to the sequence of method invocations that precede a given
point in the execution of the application and define the surrounding scope for each
data-access. The actual sequence of methods to take into account when defining a
context depends on the context depth. This can be better explained through the
following example code:

LJavassist is a class library for editing bytecodes in Java.



public void methoda () {
//method body
methodB () ;
//method body

public void methodB() {
//method body
methodC () ;
//method body

public void methodC () {
//method body

Assume that methods methodB and methodC are invoked only as shown above.
The context of any field access made in the body of methodC will be defined by the
sequence <methodA, methodB, methodC>, if the context depth is 3, or by the
sequence <methodB, methodC>, if the context depth is 2. The context depth is a
parameter that may be adjusted when is necessary to alter the granularity of the input
data that is accumulated while the application is in execution (this is the data that will
be used for the probabilistic analysis). The context depth can take values from 1 to
any deemed practical.

To identify the contexts at runtime, the first instrumentation-phase modifies each
method of the application. It injects code that updates the context information upon
entering the method, and code that cleans the context upon returning from it.

The second instrumentation-phase replaces every field access that exists within the
application with the invocation of a previously injected statically typed method. There
is a distinct method for each of the fields for every class of the application. These
methods determine the surrounding context in which the field is accessed and update
the associated statistical information. This is done according to the type of access
performed: a distinct method is invoked whether the field is read or written.

Once these two phases are complete, the application can be put into operation, and
it will automatically collect the statistics about each data-access, without any further
modifications.

An important aspect of the solution presented here are the data structures used to
store the statistical data. During the instrumentation phases, the system performs an
analysis of the structure of the target application via reflection. As a result of this
analysis, it generates a set of PClass instances to model the structure of each of the
target application classes. Each of these PClass instances contains a set of PField
instances, which are used to represent each of the fields that exist in the application
class. The information kept in a PField covers not only the name and type of a field,
but also the number of times it has been accessed in a context. The subsequent
probabilistic analysis uses this information to make its calculations.

The relationship between PClass instances and an application class is many-to-one.
This can be explained with the fact that the PClass instances store information
regarding the way that application classes are accessed in the contexts during
execution. Consequently, if the same class is used in different contexts, distinct
PClass instances will keep the information about how that class was used in each.

Taking this into account, it is possible to estimate the upper bounds on the memory
requirements for maintaining these structures. The memory will be proportional to the



number of classes, times their average number of fields, times the average number of
distinct contexts where each class is accessed during the execution. More importantly,
note that the memory requirements will not grow continuously, independently of the
duration of the execution of the application. In general, this consumption of memory
is negligible when compared to the memory needed by the application.

Moreover, given that the probabilistic analysis iterates through the PField and
PClass instances, the time spent in the probabilistic analysis will also take time that is
proportional to the previously stated bound.

3.2  Data Analysis

Once the necessary information has been gathered, we may make predictions about
the application’s data-access patterns. These predictions result from a probabilistic
analysis based on Bayesian techniques. An initial study of this work has been
presented in [1] and due to space limitations, the details regarding the formulae used
to obtain the final results are omitted, but they may be found in an extended version of
the paper in [2].

Bayesian analysis techniques are used for parameter estimation. They give an
estimate of the statistical uncertainty of the estimated parameters (corresponding, in
this case, to the likelihood of reading/writing a given field of an application class) and
can update them when new information becomes available. This is done using two
sets of data. The first set is designed by prior and corresponds to the data accumulated
up to a certain point in the past. The second set is called current and is defined by the
data acquired from that point in the past, up to the current moment. Based on these
two sets, a posterior set is calculated. Once all these three sets are available, the
prediction for the future access patterns can be performed.

The first phase of the analysis is to generate the prior and current histograms for
the data, which can be seen in Fig. 1. The data on which they are based corresponds to
the number of times every field was accessed in each of the identified contexts, during
the execution of the application. The x axis of the histogram corresponds to the
classes existing in the relative weight of each field access, on a global level. There are
10 distinct classes. The value used to identify each class corresponds to the middle of
the class. The y axis corresponds to the number (frequency) of fields whose observed
probability of being accessed belongs to a given class.

It is important to point out that it is assumed that the distribution functions that
originate from the prior and posterior histograms share the same type (e.g. normal
distribution), a so-called conjugated prior. The statistical descriptors? for the prior,
current, and posterior are determined. In the literature, a number of prior, posterior,
and predictive distribution functions can be found, see [3-5].

The continuous normal probability density function is presented by a histogram
having the same statistical descriptors. The predicted histogram is adjusted to the
statistical descriptors of the predicted normal probability density function by applying
a special numerical procedure to make the mean and the standard deviation of the
histogram equal to the continuous distribution.

2 The statistical descriptors correspond to the mean value and variance.



Based on the prior, current, and posterior statistical descriptors, the predicted
histogram is generated. There is an optimization process involved to calculate the
precise predicted distribution that adapts with the minimum error with respect to the
expected statistical descriptors that were calculated by the Bayesian approach.

4. Experimental results and Evaluation of the System

We used the OO7 benchmark [6] to evaluate our system. We chose this benchmark
because it presents itself as a data intensive application that performs complex
manipulations. The OO7 benchmark was built to evaluate the performance of object-
oriented persistence mechanisms for an idealized CAD (computer aided design)
application. The benchmark performs various types of traversals and read/write
operations (grouped into 14 main methods) over its domain objects, which are
organized into an elaborate hierarchy.

The benchmark is completely deterministic and to effectively validate the new
probabilistic method that we propose in this work, a stochastic® application should be
used. Therefore, we modeled the number of invocations of the main methods of the
benchmark through Monte Carlo simulations. By doing that, the benchmark is
converted to a stochastic model.
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Fig. 1. Result histograms, left and right mode location input

We used uniform random numbers to generate the Monte Carlo simulations and
the obtained output is a triangular distribution that represents the uncertainty in the
calls of different methods.

Monte Carlo simulation is categorized as a sampling method because the inputs are
randomly generated from probability distributions to simulate the process of sampling
from an actual population. So, a distribution is chosen for the inputs, that most closely
matches the current state of knowledge. The data generated from the simulation can
be represented as probability distributions (or histograms).

The triangular distribution is typically used as a subjective description of a
population for which there is only limited sample data. It is based on knowledge of
the minimum and maximum and an inspired guess as to what the modal value might

3 A stochastic process is one whose behavior is non-deterministic in that a system's subsequent
state is determined both by the process's predictable actions and by a random element.



be. Despite being a simplistic description of a population, it is a very useful
distribution for modeling processes where the relationship between variables is
known, but data is scarce, because of the high cost of collection.

Three different triangular distributions for the call of the fourteen main methods of
the benchmark were generated, based on Monte Carlo simulations. They are left,
right, and middle mode location.

Random number generation for a triangular distribution is performed by
transforming a continual uniform variable into the range 0 to 1 with the distribution's
inverse probability function.

As described in the previous section, the Bayesian updating technique uses two
sources of data to make a prediction. One of them is the previous, and the second one
is the current. The current data is used to “update” the previous collected information,
by making it reflect the patterns that have been most recently observed. By doing this,
the predicted histogram is obtained, as can be seen in Fig. 1. The x axes of the
histograms represent the index of the classes within which a field belongs. The index i

is defined by i= floor[(p+0.1)/0.1] where pe[0,1]. It should be noticed that,

whereas the bars in the previous and current histograms indicate the number of fields
whose observed probability of being read/written belongs to a given class, the
predicted histogram reflects the fluctuation in the relative importance of each of the
classes, which is expected to be seen in the following executions of the application,
see textbook on Bayesian statistics, e.g. Box & Tiao [7] and Lindley [8].
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Fig. 2. Prior and posterior probability function (mid mode location) and respective predicted
probability density function for the expected mean value (left), Z values test (right)

Based on the Bayesian method, both the physical uncertainty related to the
considered variable as well as the statistical uncertainty related to the model
parameters can be quantified. An important property of the Bayesian analysis is the
fact that the uncertainty of the prediction is reduced. This can be seen in Fig. 2, left.

To evaluate the precision of the results generated by the system, we need to
compare the predictions generated during the second runs of the benchmark, with the
actual patterns observed during its third runs. To check whether the mean of the
prediction is significantly different from the one observed in the next execution, we
resorted to a null hypothesis test. The Z test statistic for this type of check can be

found in [7] as:
Z:M—#z/\/alz/nﬁro'zz/nz (1)



where z4 and , are the mean values, o7 and o3 are the variances and n, and n,

are the sample sizes, for the predicted and the observed, respectively.

The critical value for z is defined as +1.96, that corresponds to 0.05 level of
significance to reject the null hypothesis.

For the three different input modes tested here, the calculated z values are
presented in Fig. 2, right. As can be seen, all three z values belong to the area of 95%
confidence that the mean values of the predicted and subsequently observed are not
different. Consequently, we may conclude that the predictions created by the system
are precise enough. They are able to indicate correctly the tendencies that are actually
observed in the next executions of the application.

As has been previously referred to, there is a significant amount of code injected in
the application. The need to execute this code causes overheads and penalizes the
performance of the application, in comparison with its non instrumented version. So,
it is important to measure those overheads. The execution times of the main methods
of the OO7 benchmark used for the results are summarized in Fig. 3.
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Fig. 3. Execution times (logarithmic scale), left, difference between execution times, right

In the x-axis of the histogram presented in Fig. 3 we have each of the 14 main
methods that define the benchmark, and the values shown are in milliseconds. The
weighted average of the overhead equals 5.15%. As a result of that, the instrumented
version is, on average, about 5% slower, in its execution. It is deemed that the
performance penalty is acceptable.

5. Related Work

Recently, many related works have been reported in the literature. Knafla presented in
[9] a methodology where the main goal is to facilitate the pre-fetching of persistent
objects through the prediction of data access.

The relationships between the objects are modeled by a discrete-time Markov
Chain. A discrete-time Markov Chain is a stochastic process through which it is
possible to model the behavior of systems. The model is constructed in such a way
that the following state to which the system is going to transit does not depend on any
previous states through which the system has already passed (but only on the current).



The work above offers an interesting view regarding the use of stochastic models
for predicting the behavior of applications. However, the method is stateless and,
consequently, cannot make use of any previous information that may be available.

Han et al presented in [10], a new technique for pre-fetching. One of the
fundamental ideas behind the work is the fact that the access patterns employed by
applications can be modeled in terms of the attribute references made when
manipulating objects instead of the pattern of object references.

Bernstein et al. presented in [11] a technique for data pre-fetching. The main
concept behind it is to associate a context to every object at the time it is loaded. This
subsequently allows using the context of the object and the concrete portion of an
object’s state that is loaded to interpolate about the probability of the application
needing to manipulate the same portion of state of other objects sharing that context.
That enables the loading of data that would be needed by the application in a pre-
emptive fashion (pre-fetching it), effectively reducing the time lost while waiting for
the data to be loaded on demand. Other interesting works, with respect to efficient
persistent data manipulations, can be found in [12-16].

The work presented here is a part of a project which deals with optimization
techniques, such as pre-fetching or caching. In order to achieve this, it is necessary to
know the access patterns performed. Most of the works mentioned above, do not
apply any specialized analysis techniques. The main contribution of this work resides
in the development of a new methodology for identifying access patterns based on
high level statistical techniques.

6. Conclusions

In this paper, a new system for analyzing the most common data access patterns
performed during the extensive operation of an application was presented. The data
accesses are analyzed and predicted using advanced probabilistic techniques
employing Bayesian Updating. Several scenarios were generated and executed, and
the subsequent results were analyzed. The system developed for data access pattern
analysis was applied over the OO7 benchmark adapted to make use of Monte Carlo
simulation.

The overheads introduced by the system were shown to be in the order of 4-5%,
when comparing the instrumented application with the original one. For the three
different input modes tested here, the calculated z values belong to the area of 95%
confidence that the mean values of the predicted and subsequently observed are not
different. Consequently, we may conclude that the predictions created by the system
are precise enough. All the initially identified requirements were satisfied and the
objectives were achieved.

The system developed here is flexible enough to be used as a basis for a set of
optimization techniques. Special benefits could be obtained when the data being
analyzed is persistent. This would allow for the application of optimizations regarding
the way that the information is loaded (e.g. pre-fetching), is stored (e.g. multiple data-
bases store the application data) or is cached (caching policies).
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